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Introduction

Software agents negotiating with people

• Theory of mind [2] allows people to reason
about unobservable mental content of others,
such as “Bob believes that there is chocolate
in the drawer”.
• People use theory of mind recursively.
Through higher-order theory of mind, they
reason about the way others make use of
theory of mind [3], like in the sentence
“Alice knows that Bob believes that there is
chocolate in the drawer”.
• Empirical research shows that people
do not use higher-order theory of mind
spontaneously [5].
• Can software agents encourage the use of
higher-order theory of mind in negotiations?

Our software agents make use of theory of mind to predict the behavior of participants [1].
• A zero-order theory of mind (ToM0 ) agent only reasons about which offers his trading partner is
going to accept, based on his previous experiences.
Example: When player j asks for black chips, ToM0 agent i believes that offers that assign more
black chips to player j are more likely to be accepted.

Colored Trails [4] is a negotiation game.
• Two players each start at the center of the
board with four colored chips.
• To move onto a tile adjacent to his current
position, a player must hand in a chip of the
same color as the tile.
• Each player wants to reach his goal location:
– A step towards the goal is worth 10 points;
– Reaching the goal is worth 50 points; and
– Each unused chip is worth 5 points.
• In the example below, player i can get 85
(50+10+10+10+5) points with his set of
chips.

• Players negotiate by taking turns offering a
new distribution of their chips.
• Negotiation ends when:
– A player accepts an offer; or
– A player withdraws from negotiation; or
– When six offers have been rejected.
• Players can see each other’s chips, but they
cannot see each other’s goal location.

• A second-order theory of mind (ToM2 ) agent i believes that his trading partner may be trying to
find what his goal location is, and takes this into account when deciding which offer she will make.

Results and Discussion
Participants played three blocks of 8 games, one block each against a ToM0 , a ToM1 , and a ToM2
software agent. We investigate the performance of both players, as well as the order of theory of
mind reasoning of the human participant, as judged by the computer agent.
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• A first-order theory of mind (ToM1 ) agent believes that his trading partner makes offers that will
get her closer to her goal location. When player j makes an offer, ToM1 agent i determines how
accepting the offer would change the score of player j for each possible goal location. Locations
with a higher score are more likely to be the goal location gj of trading partner j.
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• The Pareto boundary (left figure) indicates the best possible outcomes players can negotiate for.
– Participants perform more poorly when negotiating with ToM1 agents.
– Negotiations between human participants and ToM2 agents yield the best outcomes.
• During negotiation, agents estimate the theory of mind abilities of the participant (right figure).
– According to software agents, participant behavior is more consistent with the use of first-order
or second-order theory of mind than with the use of zero-order theory of mind.
– When negotiating with a ToM2 agent, participant behavior is more consistent with the use of
second-order theory of mind than when negotiating with agents of a lower order.

Conclusion
• Software agents can encourage the use of higher-order theory of mind in human participants.
• Computational theory of mind agents can be used as a training tool for negotiation.
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